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The exploratory fixed-reward comparison is complete and independently audited. It found
a small, uncertain response without a token-cost reduction. This working paper preserves the
mathematical derivations and all failed attempts; adaptive reward superiority and generalization
remain unestablished. Public release remains subject to review.

Abstract

We study whether reinforcement learning with a configurable token-cost penalty can steer a
small coding model toward different success-cost preferences. The task is simulated expression
repair, with restricted candidate selection and hidden-example scoring. We derive an adap-
tive penalty update relative to a fixed initial policy and distinguish its ideal constrained ob-
jective from the finite-sample LoRA training procedure. An independently audited, one-seed
fixed-reward continuation compares success-only reward with success minus generated-token
cost divided by 1,024. Both arms receive 64 groups of four fresh trajectories. On 32 reused
development tasks with two matched samples each, the cost-penalty arm scores 54/64 versus
52/64 while averaging 1,567.89 versus 1,556.69 generated tokens. The paired cost difference is
+11.20 tokens (descriptive 95 percent task interval: -65.09 to +88.34); the accuracy difference
is +3.125 percentage points (-6.25 to +14.06). Thus this horizon does not demonstrate a token-
cost reduction or a reliable accuracy gain. Retrospective reconstruction finds 59 penalty updates
versus 30 success-only updates: length variation activates 33 penalty groups with homogeneous
success. Every active update is gradient-clipped. Identical first-group trajectories illustrate how
reward variation can activate learning without guaranteeing later token savings. Completed
earlier pilots include a fixed/adaptive tie and failed sensitivity diagnostics. Encrypted recovery
and strict deterministic restart qualification enabled collection after two historical interruptions;
the reused control has different determinism settings. One seed, repeatedly inspected develop-
ment data and this execution difference limit interpretation. A prospective matched multi-seed
held-out study is required for adaptive-steering or generalization claims.

1 Introduction

Model capability is often reported independently of inference cost. For a deployed policy, both solve
probability and generated computation matter. A linear utility, R = S — AC, makes that preference
explicit, but a fixed penalty does not directly specify the direction of improvement relative to an
initial policy.

Lakkapragada proposes adapting the penalty to balance relative success gains and cost reduc-
tions. His controlled environment has five trainable parameters and a known success-cost relation-
ship. Our question is how this idea behaves when the policy is a language model trained through
a small LoRA adapter, with variable-length sampled reasoning and stochastic optimization.
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We separate three questions: whether the numerical estimator is faithful to the sampled policy;
whether a fixed cost preference produces an observable behavioral response; and whether adaptive
preferences steer that response on untouched tasks across training seeds. Each requires different
evidence. Infrastructure correctness and improved prompting alone do not answer the final question.

Our contribution is a transparent mathematical account and an audited exploratory finding,
including failed diagnostics and interruptions. We do not claim a new reward algorithm or a superior
coding policy. REINFORCE-style language-model optimization has prior empirical support in
other alignment settings [|]. Work on length penalties also identifies optimization and sparse-
signal issues [2]; its tasks and training recipe differ from ours. Those results motivate examining
the estimator and optimizer, not transferring their reported gains to this experiment.

2 Objective and adaptive update

This section supplies the complete interior derivation of the controller adapted from Lakkapragada.
It is an ideal policy-space construction. The current exploratory training run tests two fized utilities;
an adaptive experiment remains prospective.

2.1 Reader’s guide and mathematical prerequisites

The intended baseline is elementary probability, derivatives, and matrix multiplication. We use
natural logarithms throughout. E[U] denotes an average over the specified random experiment;
Var(U) = E[(U-EU)? and Cov(U,V) = E[(U—EU)(V —EV)]. A gradient Vg collects the partial
derivatives of a scalar f with respect to the trainable parameters . A conditional expectation holds
the variables following the conditioning bar fixed. The symbol = marks an estimate computed from
observations. An arg min returns a minimizing argument, whereas min returns the minimum value.

The derivation follows this chain: specify a common success—cost improvement; rewrite its two
constraints as a minimum; express that minimum using a mixture weight; identify the corresponding
linear reward; solve one regularized mixture update; estimate the reward gradient from discrete
samples; apply it through LoRA and the optimizer; and compare complete final-policy evaluations.
Equations describe these transitions explicitly. They do not supply a closed-form solution for the
trained language model.

Symbol Meaning

z,e,y Task, effort condition, and generated trajectory

w0 Policy distribution and its trainable adapter parameters
S,C,s,c Realized success/cost and their policy expectations

S0, Co,u,v  Fixed baseline expectations and relative improvements
7,0, ,A\,n  Common improvement, preference, dual mixture, token penalty, controller step size
G,i,A;,h;  Training-group size, sample index, advantage, trajectory score gradient

k.t Completed training-group count and actual optimizer-update count
N, M,j,m FEvaluation tasks, samples per task, task index, sample index
B Bootstrap replicate count; in Appendix A, a separately local computation-block count

The LoRA matrices also use A, B; those matrix symbols are distinct from sampled answer A, scalar
advantage A;, and bootstrap count B. Their types and subscripts identify their roles. Subscript e
is omitted when one effort condition is held fixed. Later proofs invoke the ordinary product/chain
rules, finite-sum differentiation, and independence; the transformer architecture and these elemen-
tary calculus rules are prerequisites rather than new results proved here.
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2.2 Probability space, baseline and units

Let X ~ D, be a task at effort condition e, and let Y be a generated trajectory under policy 7. The
hidden-example evaluator produces S(X,Y) € {0,1}; generated-token cost is C'(Y) > 0. Define

Se(m) = EX~D67Y~7r(~|X,e) [S(X,Y)], (1)
ce(m) = Exop,,yer(1x,0) [C(Y)]. (2)

The original policy mg fixes scg = se(mg) > 0 and ceg = ce(mp) > 0. Task distribution, scoring,
token counting and sampling settings are held fixed. Relative gains are

ug() = Se(m) — 5670’ ve() = Ce0 — ce(w)‘ 3)

Se,0 Ce,0

Thus ue > 0 means improved solve probability and v > 0 means reduced token cost. Both are
dimensionless. A penalty A has units of success probability per generated token. For a penalty
held fixed during a policy update, linearity gives

Ry (X,Y)=S(X,Y) = AC(Y),  Jy(n) =E[Ry] = se(m) — Aece(). (4)

The baseline anchor is the original policy, not the preceding training checkpoint.

2.3 Constrained common improvement

For an interior preference 0 < o < 1, consider

max T
T
subject to  ue(m) > ar (5)

Ve(m) > (1 — a)T.

For any fixed policy, the largest feasible common improvement is

()= min {27, 21, o

"1—«

Indeed, division by the positive numbers o and 1 — « turns the constraints into 7 < ./« and
7 < ve/(1— ). Both must hold, so the smaller upper bound is binding. This reasoning also applies
when either gain is negative. Multiplying by the positive, policy-independent constant (1 — «)
leaves the maximizing policy unchanged:
max 7 (r) <= maxmin{(l — a)u.(7), ave(m)}. (7)
™ ™

The original policy has u. = ve = 0, so it is a feasible reference with 7 = 0. Increasing « increases
the success component required per unit of common improvement.

2.4 Dual mixture and scalarization

For real numbers a, b, a linear function over a closed interval attains its minimum at an endpoint,
hence

min{a,b} = Orgnﬁirgll{ﬁa + (1 - B)b}. (8)



To see the endpoints directly, write fa + (1 — )b = b+ B(a — b). If a > b, its slope is nonnegative
and 8 =0gives b. If a < b, § =1 gives a. If a = b, every mixture attains the same value. Applying
this identity to Equation (7) yields

max 5ren[énl] L¢(m, B), Le(m,8) = B(1 — a)ue(m) + (1 — B)awve(m). 9)
Le(m, B) = ﬁ(:oo‘)se(w - “;ﬁ)o‘ce(ﬂ) +a-—pB. (10)

The term o — S is constant in 7 at fixed 3, but its derivative in § is —1. It cannot be discarded
when updating the dual mixture.
The expansion uses the following intermediate substitutions:

L. =B(1-a) (;eo - 1) + (1 - B (1 - ;z) : (11)
—B(l—a)+(1—-Pla=-F+af+a-af=a-p (12)

For fixed interior «, #, multiplying Equation (10) by s 0/[8(1 — )] > 0 gives a policy objective
equivalent to Equation (4), with

Seo «a 1—0
Ae = —— —_— 13
€ ceol—a S (13)

In particular, after multiplication the full expression is
Se,0 860(1_5)0[ SeO(a_B)
———— L. =S — — Ce + —3 . 14
Bi—a) e =% Bl e “ T BI—a) 19
—_——
Ae

The last summand does not vary with the policy at a fixed mixture, which is exactly why the
remaining policy-dependent utility is s — Acce. This rescaling is valid only for optimizing © with
[ fixed. The scale and discarded additive term depend on (3, so differentiating the rescaled policy
utility in 8 would not recover the original dual update. No interchange of max, and ming is
assumed.

2.5 Shared parameters across effort settings

The preceding scalarization is exact for one fixed effort condition. A shared adapter couples policies
across prompts. If a hypothetical joint objective weights effort conditions by we, >, we = 1, then
for fixed interior mixtures

jOlIlt ™ ﬂ Zwe aeJAp + a— 56] ) (15)
Qe = M_ (16)
Se,0

Replacing this policy objective with Y, weJy, (7) removes effort-dependent positive scales and need
not preserve its maximizing policy. Per-effort scalarization alone therefore does not establish equiva-
lence for an arbitrary mixture of prompts sharing parameters. The current contrast trains reasoning
at a single effort condition; it does not solve a joint multi-effort frontier objective.



2.6 KL-regularized dual step, including its minimizer

At controller iteration ¢, hold observed gains e ¢, Ve fixed. For n > 0 and 0 < 8; < 1, define

Br+1 = arg min Fy(f), (17)
Bel0,1]
F(B) =81 —a)tes + (1 — B)ate, + 717DKL (Bern(B)|| Bern(3;)),  (18)
B 1-p

D1, (Bern(3)|| Bern(8;)) = Blog 5 + (1 —p5)log (19)

1— 5

Let d; = (1 — &)Uet — e s. On the interior, the linear part of F; is av.; + Bd;. Differentiate the
two KL summands separately:

d 5] B
— |Blog —| =log = +1, 20
75 P < (20)
d 1- B] 1-p
— (1 —=p)lo = —lo —1. 21
75 |1 -9os =g ] = —loe 1= (21)
The +1 and —1 cancel. Combining the logarithms and differentiating again gives
1 B Bt
F/(B) =d; + ~ {lo —lo , 22
£ (B) = di o [los 15 ~leer—5, (22)
1
F/(B) = ———— > 0. 23

The derivative diverges to —oo at zero and 400 at one, so there is a unique interior minimizer for
finite d;. Setting the first derivative to zero gives

s R
log By log 5 + ndy, (24)
Bes1 = a(logit(ﬁt) - Udt), U(Z) = 1+ex1p(—z)' (25)

Explicitly, 0 = nd; + logit(B+1) — logit(5;), where logit(b) = log[b/(1 — b)]. Negating that equality
gives the odds equation. Exponentiating the logit and solving 8/(1 — ) = exp(z) gives 8 =
exp(z)/(1 + exp(z)) = o(z). Because all other factors in Equation (13) are fixed, write K, =
(Se,0/Ce0)a/(1 —a) > 0. Then

1—
log Ao = log K + log *— 4 (26)
t

1— 1—
log Ae i1 — log ey = log -2 1og 1P _ g (27)

Bt B

Consequently,

IOg )\e,t+1 = lOg )\e,t + 7)[(1 - O‘)ae,t - O"/U\e,t] . (28)

Equivalently, Act+1/Aet = exp(ndy). Success gain exceeding the weighted cost gain increases the
cost penalty; cost gain exceeding the weighted success gain reduces it. The KL term here regularizes
the dual mizture. It is separate from a reference-policy KL penalty in an RL loss; the current fixed-
reward training loss has no such policy KL term.



2.7 Sampled feedback, calibration and projection

With n observations and a fixed baseline reference,

1& 1&
i=1 i=1
=" g=20"¢ d=(1-a)> +aS —1. (30)
S0 Co S0 €o

For independent identically distributed observations at a fixed policy, conditional on fixed reference
values, set a = (1 — «)/sp and b = «/cy. Substitution yields d = a5 + b¢ — 1. Adding a constant
does not change variance, and expanding the square gives

Var(as + bc) = a Var( 8) + b* Var(¢) + 2ab Cov(3, ), (31)
Var(3s) s ZCOV Si, Sj) = Vail(S)’ (32)

i.j
Var(¢) = Vaz(C’)’ Cov(s,¢) ZCOV (Si,Cj) = COV(:”C). (33)

7]

Cross-observation covariances vanish by independence; the within-observation success—cost covari-
ance need not vanish. Substituting a, b yields

17@- a)2 o?

Var(d) = Var(S) + 2 Var(C)

n 50

20(1 — «
+7

(34)
) Cov(S,C)]|.

So0co

This expression explains the amplification from a small baseline solve rate. It excludes uncertainty in
an estimated baseline and dependence from changing policies. In the implementation, accumulated
observations can span several model updates; they describe a window of policies, not independent
draws from one fixed current policy. An empirical baseline is frozen after calibration, but it remains
an estimate of population performance. No claim of unbiased population ratios follows from that
freeze.

The adaptive development protocols use training-only scale calibration

Mo = po ol (35)

Ce,0

This sets Ac,0Ce,0 = pSe,0; it is a cost scale choice. The original pilot instead used 0.01 success per
token. The current fixed contrast uses 0 and 1/1024. These are different frozen experiments and
are not interchangeable estimates of a frontier tangent. Zero baseline success or cost invalidates
the relative controller and blocks qualification.

The implemented controller uses 1 = 0.05, accumulates at least 32 observations per effort, and
applies the bounded log-space update

10g Ae 41 = cliP{log 10-6, 1og 1] (108 Ae,t + 1ly). (36)

Batch rewards use the pre-update penalty; accumulated feedback sets the next penalty. Projection
and accumulation are practical modifications to Equation (28). The current fixed contrast performs
no controller updates.



2.8 Endpoint singularities, saturation and Pareto interpretation

The derivation assumes 0 < «,8 < 1. At @« = 1 or § = 0, the scalarization divides by zero. At
a =0 or 8 =1 with the other denominator factors positive, its formula instead gives A = 0, so the
finite log A update is undefined. Also, multiplying the common-improvement objective by a(1 — )
is no longer an equivalent transformation at either preference endpoint because that factor is zero.
The original constrained problem still has well-defined endpoint meanings:

(37)
(38)

a=0: maxuv.(m) subject to uc(m) >0,
s

a=1: maxu.(m) subject to ve(m) > 0.
s

For ao = 0, the original inequalities become u, > 0 and 7 < v,; for @ = 1, they become 7 < u, and

ve > 0. Eliminating 7 gives the two endpoint problems above. Extending the finite log-penalty

feedback rule to those endpoints is a heuristic, not a consequence of the interior derivation.

If the true baseline is saturated, s.o = 1, then

Ue() = 8c(m) — 1 <0, min{ (1 — a)ue(m), ave(m)} < 0. (39)

The base policy attains zero. Every accuracy-preserving cost reduction also attains zero because
ue = 0 and ve > 0. Thus the interior max-min objective does not distinguish those reductions
from the base policy. A noninferiority-constrained cost optimizer would be a separately specified
objective.
For a differentiable attainable frontier s = f(c), a hypothetical interior local optimum of f(¢)—Ac
must satisfy
flle) =X (40)

This follows by differentiating the scalar objective: d[f(c)— Ac]/dc = f'(c) — A and setting it to zero
at an unconstrained interior optimum. A strict local maximum additionally requires appropriate
curvature; f”(c¢*) < 0 is a sufficient second-order condition when f is twice differentiable. At an
attainable-set boundary the stationary equation need not hold. This is a local necessary condition,
not an initialization estimator or global guarantee. A global maximizer with A > 0 cannot be
dominated in both success and cost: any policy with s/ > s*, ¢ < ¢* and at least one strict
inequality would have strictly larger scalar utility. Nonconvex attainable sets can nevertheless
contain nondominated points that no linear penalty recovers. The LoRA policy class is nonconvex;
the present experiment neither measures an entire frontier nor establishes convergence of alternating
stochastic policy and controller updates.

3 Task, policy and training

The current exploratory configuration uses pinned Qwen3-4B-Instruct-2507 weights and rank-eight
LoRA over attention q/k/v/o projections. The model receives candidate expression repairs and
visible input/output constraints. The restricted evaluator checks hidden cases; generated Python
is never executed. Constrained answer formatting is not evidence of learned repository-level repair.

More explicitly, task = supplies four predefined candidate functions f, ., a target function f},
and a nonempty hidden-input set H,. If the sampled answer selects candidate a, the scoring rule

is
1

S(z,(z,a)) = H 1{fm,a(§) = f::(é‘)h P(z,a) = m

€M

Z 1{fx,a(£) = f::(f)} (41)

€Mz



The product is one precisely when every hidden case agrees. P is the logged fraction of passing
cases; the reward uses S, not P. Candidate expressions are interpreted in the bounded permitted
expression language. Parsing or evaluation failure produces failure. The scratch reasoning can
influence the selected answer and its cost, but the scorer judges the selected candidate rather than
the truth of the scratch prose.

3.1 Stopped trajectory distribution
Write a trajectory as Y = (Z, A), with scratch tokens Z = (z1,...,21) and A € A= {A,B,C,D}.
Let K = 2048 and

L =min{Tros, K}, CF)=L+1, 1<C¥)<K+1. (42)

Here Trog is the first sampled EOS position, or infinity if none is sampled before the cap. Natural
termination includes the EOS action and its likelihood. Reaching the cap does not add a sampled
stop action. The answer contributes one generated token. A cap hit is

H(Y)=1{L = K, zx # EOS}. (43)

Input tokens, wall time and dollars are reported separately from C.
For temperature 7' = 0.7 and model logits £y, scratch probabilities are

exp(lo(2t; 2, 2<4)/T)
Z’UEV eXp(ée(U; z, Z<t)/T) '

Let r(z,z) be the deterministic decode, message-construction and re-encoding operation used to
build the readout prompt. Its restricted answer distribution is

4 e oy — (@i (@2)/T)
pitr(o | r(r ) = = T (45)

The likelihood of a valid stopped trajectory is

PG,T(Zt ’ x, Z<t) = (44)

L

a(z,a|z) =[] por(z | 2, 20) pprla | r(z, 2)), (46)
t=1
L

loggo(z,a | x) = ZlogpgyT(zt | ¢, 2<1) + logpjg‘}T(a | r(z,2)). (47)
t=1

This product is the conditional-probability chain rule. At each scratch position, the next token
is drawn conditional on all previous tokens. A valid sequence either ends at its first EOS or
reaches K without an earlier EOS. Thus the stop rule selects leaves of a finite probability tree; no
independent probability factor for “deciding to stop” is added. The probabilities of those leaves sum
to one because all outgoing token probabilities sum to one at each internal node. The conditional
answer probabilities also sum to one, so >, ,q¢(z,a | ¥) = 1. Taking the logarithm converts the
product into the sum in Equation (47). The softmax normalization is part of the score. For a
sampled scratch token,

1
Vologpor(z | h) = o |Velo(z:h) — > por(v | h)Velg(vih)| . (48)



For completeness, define Zyg(h) = >, exp(¢p(v; h)/T). Holding the recorded token context h fixed,

log por(z | h) = lg(z; h)/T —log Zy(h), (49)
Valog Zo(0) = e S expllafo /7)Y (50)
_ % S por(v | h)Valo(v; h). (51)

Subtracting this normalizer gradient from the selected-logit gradient produces the preceding score
identity. Here h means fixed input tokens; internal model activations are still differentiated. For
the answer, the same identity holds with the sum restricted to A. No gradient is taken through
the sampled token IDs or discrete evaluator. Both the scratch likelihood and the separate readout
likelihood contribute parameter gradients; host-provided prompts contribute no sampled-action
likelihood. Prompt processing still influences parameter gradients through the model computation.

3.2 Score-function policy gradient

Fix x, 0, A during a sampling group. Define

J/\,z(e) = qu(y ’ x)R)\(x,y), h9(y7 .f) = V@ 10g QH(y ‘ IIJ) (52)
Y

This is the score-function principle underlying REINFORCE [5]. The finite token vocabulary and
fixed ceiling define a finite trajectory space; its support does not change with # under the qualified
sampling rule. Assuming finite logits and differentiability, differentiation and summation commute.
Since S and C' are fixed functions of a realized discrete trajectory, the logarithm derivative supplies
the essential identity

Voao(y | @)
aly | z)
All valid trajectories have positive probability under finite-logit softmax. The product rule has no

g9 Vo R term because the realized discrete reward has no direct parameter dependence at fixed A.
Therefore,

Vologgy(y | =) = Vogo(y | ) = qa(y | )he(y, ). (53)

VGJ)\,x(Q) = Z R)\(l‘, ?/)Ve%(y | ‘75) (54)

= Ey g [Br(z,Y)ho(Y, z)]. (55)

E[ho(Y, )] =Y Voao(y | 2) = Vgl = 0. (56)
Yy

Averaging Equation (55) over an independently sampled task distribution gives the corresponding
population objective. The implemented study instead uses a frozen, shuffled finite task sched-
ule; the conditional estimator remains valid at its selected task, without making every update an
independent population-task draw.

3.3 Leave-one-out estimator and proof

For G = 4 independent trajectories at the same fixed task, policy and penalty, define

1 I s
b_i = G_;Rj, Adi=Ri—bi,  g=7 ;Aihe(nx)- (57)



Proposition 3.1 (Conditional unbiasedness of the leave-one-out score estimate). Under the sam-
pling and differentiability assumptions above, E[g | x,0, ] = VgJy »(0).

Proof. For each i, b_; depends only on other independent trajectories. Using Equation (56),
E[b—lhe(}/mm) | z,0, )‘] = E[b—z | z,0, )‘] E[he(}/“.ﬁ) ’ 0, )‘] =0, (58)
E[Aihe(Yi,x) | 2,0, \] = E[R;ho(Ys, ) | 2,0, \] = Vg Jy 2(0). (59)

Averaging over i proves the claim. The baseline samples are random but conditionally independent
of the trajectory whose score they multiply. O

Let R=G 'Y, R;and h = G~' Y, h;. Algebra gives
. ZjRj_Ri i GE—RZ

b~ G-1 ~— G-1" (60)
(G-1)R;,—GR+ R; G —
A; = = — 1
Y (Ri—R)=>_ Ri—GR=0, (62)
. 1 =
9= a_1 ;(Rz — R)hi, (63)
> (Ri—R)h=hY (Ri—R) =0. (64)
Subtracting the final zero term from the score estimate gives
G _
Ai= 7 (B — R), ZL':Ai =0, (65)
. 1 - +
9=a_-1 > (Ri — R)(h; — h). (66)

The estimator is the sample covariance between reward and score. Subtracting the inclusive group
mean without the G/(G — 1) correction would shrink its expectation by (G — 1)/G. There is
no reward-standard-deviation normalization, output-length normalization, replay epoch or second
optimizer step over the sampled group.

The differentiated surrogate is

1
L(0;Y1.¢) = e Zstopgrad(Ai) log gp(Yi | x). (67)

The realized advantages are held constant during backpropagation. At the policy that generated
the group, —VyoL = g. All four samples are drawn before the parameter update. If the penalty
is adaptive, it is still fixed during this step; differentiating through the controller would define a
different algorithm.

The loss-to-update sign can be checked directly:

1 —~
VoL = =5 > AiVyloggy(Yi | 2) = —g. (68)

Plain gradient descent on this loss would give 7 = 0 — YVoL = 6 + ~g, a reward-ascent step.
Adam later modifies this direction using moments. The positive/negative advantages are realized
numerical coeflicients; they are not derivatives of the hidden scorer. We write ai™ for a particular
sampled answer letter when distinguishing it from the advantage A;.

10



3.4 How the token penalty changes the gradient signal

Let S_; and C_; be leave-one-out means. Then

Ai(N) = (S; — S_) = NC; — C_y), (69)
9 = gs — Ndc, (70)
VoJrz = Vgsy — AVgc,. (71)

Success-only training has no reward variation in an all-correct or all-incorrect group. The token
penalty can create a nonzero advantage in those same groups when generated lengths vary. If both
success and cost are tied, both utilities have zero group signal. The decomposition is linear at the
gradient level. Gradient clipping and adaptive optimizer moments generally make actual parameter
updates nonlinear in A, so a gradient difference does not itself establish different trained behavior.

The current fixed contrast uses A € {0,1/1024}, 64 groups and seed 17. It produces 64 x4 = 256
fresh trajectories per arm. The stronger cost scale was chosen after development diagnostics; this
makes the comparison exploratory.

3.5 From a gradient estimate to local progress: an idealized bound

The previous proof identifies an expected gradient, not the final trained solution. The connection to
local progress can be made precise for an ideal plain-ascent update, distinct from the implemented
clipped Adam step. Fix the task and penalty, write J = J) ;, and suppose J is twice differentiable
with Hessian operator norm at most Ly along every relevant update segment. For 67 = 6 + ~g,
Taylor’s theorem and that bound give

J(0+~9) =J(0) +VJI(0) g

2
+5ETVI0 095 0<E<, (72)
~ T LH’Y2 ~112
J(O+79) 2 J(0) +VJI(0) g — ——gll2- (73)
Taking the conditional expectation at the fixed z, 8, A and using the unbiasedness proposition yields
+ 2 LH’Y2 ~12
E[J(07)] = J(0) 27V I(0)]2 — ——Elgll2. (74)

For 02 = E|g—V.J(0)||3, expanding the square and using E[g—V.J] = 0 gives E[|g||5 = ||V.J||3+ 3.
When the gradient is nonzero and Ly > 0, the bound is positive for
2| VJ||3

0<y< .
Lu(|VJ|3+ 02)

(75)

This conditional calculation explains why gradient signal, estimator noise and step size all matter.
It does not give an implementable certified step size here: Ly and the population gradient/noise
are not measured. It neither establishes a global optimum nor applies unchanged to clipping, Adam,
a changing task or an adaptive penalty. No monotonic improvement is asserted for the actual run.

3.6 Worked training-group example (illustrative, not measured)

Suppose four sampled repairs have S = (1,1,0,0) and C' = (512,1024,512,1024). Under success-
only reward, R=S5, R=1/2, and A; = %(Ri — R) gives

ASUeC = (2/3.2/3,-2/3,-2/3). (76)
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For A = 1/1024, the token charges are (1/2,1,1/2,1), so

RPeM = (1/2,0,-1/2,-1), R = —1/4, (77)
APR = (1,1/3,-1/3,—1). (78)

For example, b_1 = (0—1/2—-1)/3 =—-1/2, and A; =1/2 — (—1/2) = 1. Both advantage vectors
sum to zero. If Q; = loggy(Y; | x) denotes the complete scratch-plus-answer log likelihood, the
penalty loss for these saved samples is

1 1 1
Lpon = =3 (@1 + 502~ 503 - Q). (79)

No numerical parameter update can be inferred from these rewards alone: its value also requires
each VgQ);, the current adapter, and the optimizer state. This example illustrates exactly how
shorter trajectories change their credit at the same success value.

As a separate controller example, suppose a fixed baseline has syg = 0.8, ¢ = 1000, and a
feedback window estimates § = 0.84, ¢ = 900. Then u = 0.04/0.8 = 0.05, ¥ = 100/1000 = 0.10.
With v = 1/2 and n = 0.05, d= 0.5(0.05) — 0.5(0.10) = —0.025 and

AT = Xexp(—0.00125) =~ 0.99875\. (80)

This unprojected update slightly reduces the penalty because weighted cost gain exceeds weighted
success gain. It is an illustrative adaptive calculation, not a controller update performed by the
current fixed-penalty run.

3.7 LoRA parameterization and optimizer

Following the low-rank parameterization of Hu et al. [6], for a frozen projection Wy € Rout*din
W(@) =Wy+kBA, Aec Rrxdi“, Bc Rdoucxr7 r=8, k= 16/8 = 92. (81)

The trainable count per projection is r(diy + dout) rather than diydoyt. If Gy = 0L/OW, the matrix
chain rule gives

g—j = kB G, g—g = kGwA'". (82)

One can verify both dimensions and the chain rule by perturbing the matrices. Use the Frobenius
inner product (U,V)p = tr(UTV) = 3 ,;; Uy;Vij. To first order,

dW = k(dB A + BdA), (

AL = (Gw,dW)r (
= ktr(GyydB A) + ktr(Gyy B dA) (85

= (kGwA",dB)r + (kB' Gy, dA)p. (

The coefficients of dB and dA are their gradients. Thus Gy A" has shape doy X 7 and BT Gy has
shape r X dj,, matching their parameters. Because Wy is frozen, it receives no optimizer update
even though the computation uses it. For zero-initialized B, the initial effective weight equals Wy
and the first A gradient is zero, while the B gradient can be nonzero. Both arms start from the
same archived adapter. LoRA and attention dropout are zero; the CUDA backward pass enables
activation checkpointing without adding stochastic dropout.
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Let g: = VgL, evaluated at 6,_1 and clip at unit norm:

gt = gemin{1, 1/{|g¢||2}, g =0if g =0. (87)

With ¢ counting actual optimizer updates, zero-weight-decay AdamW reduces to the Adam recur-

rence [7]:
my = Bime—1 + (1 — B1)Gt, (88)
v = Bavi1 + (1 — B2)g; >, (89)
Atzlint? @tzlfité, (90)
0, = 60, —7\/5”16. (91)

Operations on vectors are elementwise; v = 107>, (B1,82) = (0.9,0.999) and ¢ = 1078, The
optimizer is skipped entirely for an exactly tied reward group: parameters, moments and optimizer
step counters do not advance. Calling Adam with a zero gradient could still move weights through
previous momentum, so zero-advantage skipping is part of the specified algorithm. The number of
optimizer updates can be below 64. Unbiasedness of Equation (57) does not imply unbiasedness
after clipping, Adam, finite precision or changing penalties.

Here clipping multiplies every gradient coordinate by the same positive scalar. If || g2 > 1, its
resulting norm is ||g¢||2/]|g¢||2 = 1; otherwise the gradient is retained. Adam’s recurrences and bias
corrections define the implemented optimizer; they are not solutions of the constrained objective.
Their interpretation follows by unrolling mg = vg = 0:

=(1-p1) Zﬁt 75, (92)
(1= 5) Zﬁt 735, (93)
t .
1-8)Y B~ =1-p" (94)
j=1
For a hypothetical sequence with constant first moment E[g;] = p and constant second moment
E[ﬁ?z] = v, these equalities give E[m;] = (1 — B%)u and E[v;] = (1 — 8§)v. Division removes

the initial-zero attenuation under those assumptions. Actual training gradients are changing and
clipped; this calculation does not assert stationarity or unbiasedness of the ratio m;/(v/7; + €).

In execution order, a group selects its frozen task, draws all four trajectories at the unchanged
current parameters, evaluates their success and cost, computes detached rewards/advantages, re-
constructs and differentiates both likelihood components, checks replay errors and finiteness, clips
the loss gradient, and takes one Adam step unless all advantages are exactly zero. The completed
group counter advances even for a skipped update. Numerical validation and durable recovery
protect the resulting records before the next group. Final evaluation begins only after all planned
groups complete; its comparisons are not gradient-training inputs.
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3.8 Numerical replay and loss reconstruction gates

Write E?;mple and £ for sampled and differentiated scratch log probabilities. Each contributing
trajectory must satisfy

max |67l — giein| < 0,10, (95)
1 n .
7 |G — | < 0.02, (96)
vt
P — rin| < 0.02, (97)

with errors in nats and zero scratch error for an empty scratch sequence. Define recorded loss
components

A; . .
li=-7 (Z G+ zggm) : (98)
t

The recorded loss must reconstruct as

Lrecorded - Z gz
i

<1074+ 1070 1) (99)

Nonfinite losses, gradients or saved states fail the workload. Zero measured final parameter change
remains a valid negative learning outcome. Likelihood agreement and loss reconstruction test nu-
merical consistency; they are not proofs of generalization or of every gradient’s exact mathematical
value. Gates and tolerances remain fixed after observing outcomes.

4 Evaluation and evidence

The exploratory evaluation fixes N = 32 development tasks and M = 2 matched samples per task.
It evaluates only the final adapter, with no intermediate performance-based checkpoint selection.
The base and completed success-only evaluation are reused from the audited historical recovery. The
newly trained token-penalty arm completed its final matched development evaluation; all three sets
of 64 records were reconstructed by the independent audit. No sealed final-test task is used.

4.1 Paired task means and utility contrasts

For policy a, task j and sample m, retain Sg jm,Ca jm, Hajm. For any metric Y € {S,C,H},
compute

— 1 M 1 N -
Yaoj=77 > Yajm, Aoy = > Yay (100)
m=1 j=1
- - -1
dj,Y = Ypen,j - Ysucc,j; Ay = N Z dj,Y' (101)
J

Negative Ac indicates fewer generated tokens. Negative AS indicates lower success probability.
Relative cost change is a ratio of overall means, not an average of task-specific ratios:

op = LeenC g (102)
Hsucc,C
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Because each task has the same M samples, the task-weighted mean also equals the completion

mean:
1

~ 1 1
Hay = N Z <M ; Ya,jm) = W JZT;L Ya,jm' (103)

J
Success is binary, so dividing the successful-completion count by NM = 64 yields the reported solve
rate. For cost, gc = Ac / Bisuce,c» Tequiring a positive denominator. A value —0.10 therefore means
ten percent fewer tokens relative to the control mean, whereas AS = —0.05 means five percentage
points lower solve probability, not five percent relative accuracy loss. The mean utility of either
policy is evaluated under both frozen reward functions:

In(a) = fias — Miac,  Aj =As—AAg, Ae{0,1/1024}. (104)

Higher utility under a specified penalty can coexist with lower accuracy; it does not establish
noninferiority. Shared task and sampling-seed identities make the comparison paired. They do not
force equal trajectories once policies differ. The variance identity

Var(AY) = Var(ﬁpen,Y) + Var(ﬁsucc,Y) -2 COV(ﬁpen,Ya ﬁsucc,Y) (105)

shows why positive covariance can reduce variance through pairing; positive covariance is not
guaranteed. To derive it, let U = fipen,y and V = [igyec,y. Since Ay = U — V, expand E[((U —
EU)—(V—EV))?]. The two squares give Var(U) and Var(V), and the cross term gives —2 Cov (U, V).

4.2 Family-stratified task-cluster bootstrap

Partition tasks into four families 7y, with ny = |T;| and 3°;ny = N. The family contrast and
overall weighted contrast are

~ 1 ~ Ny~

Apy=— diy, Ay=Y “LAsy. (106)

ne N
JETy f

For each replicate b, sample ny task IDs with replacement within each family:

nyf
(b) iid 71 . NOIER:
I ~ Unif(Tp), Ay = ¥ zfjkzldlﬂy. (107)

One resampled task ID carries its two samples and all policy arms together. This preserves the
paired structure and does not treat the 64 completions as 64 independent tasks. Relative cost is
recomputed from the resampled arm means in each replicate.

In particular, retain repeated IDs as repeated contributions, rather than deduplicating them.
The resampled means and ratio are

)y =N Ef: ?a 1) (108)

— ~ 1 (109)

suce,C'
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Conditional on the observed task means, every original task in family f has probability 1/ny on
each of its ny draws. Thus

E.[AD] = an ( 34 y) = Ay, (110)

! jeT;

where E, averages only over bootstrap resampling of the fixed data. This centering identity holds
for the linear contrast; it does not imply E, [gg’)] = 5Ac for a nonlinear ratio or establish population
coverage.

The implementation fixes B = 10,000 replicates and bootstrap seed 7501. Sort a contrast’s

draws as 29y < --- < z(p_1) and use the exact recorded order-statistic interval

{2(10.025(371”), Z( (0.975(371)1)} : (111)

These are descriptive task intervals for a selected development set. Repeated model, prompt and
reward design used that set. The intervals do not undo selection, estimate variation across indepen-
dent training seeds, or separately resample repeated decoding for a fixed task. For B = 10,000, the
endpoint indices are [249.975] = 249 and [9749.025] = 9750 in zero-based indexing. Sorting and
selecting these observed draws specifies the interval algorithm; a nominal 95% percentile interval
is not an exact finite-sample 95% coverage theorem.

Let R denote training randomness in a hypothetical repeated study. The law of total variance
gives

Var(A) = Eg[Var(A | R)] + Varz(E[A | R)). (112)

A single realized training seed cannot estimate the second term. Boundary observations can also
produce collapsed bootstrap intervals: empirical perfect success does not imply zero population
failure probability. Prospective confirmation requires untouched tasks and multiple independent
paired training seeds.
The variance decomposition follows without assuming normality. Set Z = A, p = EZ and
ur =E[Z | R]. Write
Z —pu=(Z~pr)+ (ur — p). (113)

After squaring and taking expectations, the cross term is zero because
E[(Z — pr)(ur — )] = Er[(ur — WE[Z — pr | R]] = 0. (114)

The first squared term is Eg[Var(Z | R)| and the second is Varg(ug), yielding the displayed law.
Resampling tasks within one fitted pair does not generate new fitted pairs and therefore cannot
recover the second term.

4.3 Decision boundaries and evidence reconstruction

The frozen exploratory discussion trigger asks for at least 10% lower mean cost, at most five
percentage points lower solve rate, and a wholly negative descriptive cost interval:

50 < —0.10,  Ag>—-0.05  upper(Cla,) < 0. (115)

This is grounds for discussing a separately approved study. It is not an automatic launch, a
significance-adjusted search criterion or a test establishing success noninferiority. A prospective
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noninferiority claim would require a predeclared margin and valid uncertainty for the success dif-

ference, with the lower bound above the negative margin under the specified analysis.
Independent audits recompute S, C, R;, A;, replay discrepancies, Equation (99), adapter changes

and all paired contrasts from frozen source and complete records. They validate completeness and

provenance before analysis.

Partial arms or qualification trajectories do not substitute for the

planned final evaluation. Section B specifies the exact state and off-Pod evidence requirements.

5 Results available at this draft

Observation Retained finding Scope
Earlier Qwen3d Identical sampled outcomes: 32/32 reasoning One-seed development pilot;
fixed /adaptive CUDA answers correct, 735.66 mean tokens in both no adaptive advantage de-
pilot arms tected

Compact reward diagnos-
tic

Initial adapter in pro-
tected fixed-reward retry
Complete success-only
arm in protected retry
Token-penalty arm in pro-
tected retry

Completed token-penalty
continuation

1/8 mixed-success groups met the joint sensitiv-
ity threshold; 4 required

53/64 successes, 1,554.83 mean tokens

52/64 successes, 1,556.69 mean tokens; 64

groups, 30 optimizer updates

Seven groups and seven updates survived; no
trained checkpoint

54/64 successes, 1,567.89 mean tokens; 64

groups, 59 optimizer updates

Failed frozen qualification;
conditional training did not
launch

Reused development evalua-
tion

Audited reused control in the
completed continuation
Incomplete arm; no final eval-
uation

Independently audited ex-
ploratory result; reused con-
trol

The first two observations use different historical protocols and are not pooled with the current

comparison. The one-answer difference between the recovered initial and success-only evaluations
does not establish improvement or degradation. The completed continuation provides the missing
penalty arm; its final point estimate uses slightly more tokens. Both principal descriptive intervals
include zero. Under the unchanged practical review rule (at least 10 percent cost reduction with
an entirely negative cost interval for a promising signal), this is a small or uncertain response. It
does not qualify for an automatic follow-up or justify extending the horizon.

5.1 Completed fixed-reward contrast

Table 1 reports only the matched final development evaluation. Each policy has 64 completions
grouped into 32 paired tasks. No best checkpoint was selected.

Policy Correct/64  Solve rate Mean tokens Ceiling hits/64
Initial adapter 53 82.8125% 1,554.828125 21
Success-only 52 81.2500% 1,556.687500 20
Token penalty 54  84.3750% 1,567.890625 23
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For the primary cost contrast and mandatory accuracy companion, every arithmetic step is

Ac = 1567.890625 — 1556.687500 = 11.203125 tokens, (116)

100As = 100(54/64 — 52/64) = 100(2/64) = 3.125 percentage points, (117)
1567.890625

1007, = 100 [ =2L02020
007 = 100 (1556.687500

1> =0.719677199. .. %. (118)
The unchanged family-stratified, paired task-cluster bootstrap (10,000 replicates, seed 7501) yields
descriptive 95% intervals of [—65.09375,88.34375] tokens, [—6.25,14.0625] accuracy percentage
points and [—4.06534, 5.88747|% relative cost change. These intervals condition on the trained
models and inspected development split; they exclude training-seed and design-selection uncer-
tainty.

Under the penalty utility, the two final development point estimates are

~

Jsuee = 0.8125 — 1556.6875,/1024 = —0.7077026367 . . ., (119)
Jpen = 0.84375 — 1567.890625,/1024 = —0.6873931885 ... ., (120)
AJ = As — Ac/1024 = 0.03125 — 11.203125/1024 = 0.0203094482 . . .. (121)

This utility point estimate combines slightly more correct answers with slightly longer traces; it
is not evidence of an efficiency gain or adaptive superiority. The penalty arm makes 59 actual
optimizer updates versus 30 in the control because tied rewards skip updates. Both receive the
same 64-group, 256-trajectory exposure. Audited adapter-change norms are 0.20668 and 0.15222
respectively; nonzero parameter movement does not imply a useful behavioral response. The four
family cost differences have mixed signs (62.06, —48.63, —24.06, 55.44 tokens), further limiting any
uniform steering interpretation. The strict deterministic runtime differs from the historical control
and prevents attributing the entire observed difference solely to the reward.

The saved compact diagnostic found shorter correct traces within all eight mixed-success groups
and small, reinforcing cost-gradient components at the earlier penalty scale. These are post hoc
associations. Difficulty can drive both longer traces and failure; they do not identify the causal
benefit of changing reasoning length.

5.2 Retrospective diagnosis: reward support, clipping and ceilings

The following analysis was specified after observing the final result. It reconstructs recorded esti-
mator inputs and execution metrics; it adds no model runs, intermediate checkpoint evaluations or
confirmatory tests. All inputs are checked against the published evidence manifest. The primary
result and its uncertainty calculation remain unchanged.

Why a reward tie prevents an update. For a group of size G, let R = G~} >_j R;. Starting
with the leave-one-out expression and retaining each algebraic step,

ZjRj_Ri_(G—l)Ri—ZjRj+Ri
G-1 G-1
GRi—GR G —=

=" = g 1B~ R). (123)

> A= % (Z R; — GR> =0. (124)

%

Ai=R; —

(122)
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Define the within-group reward variance with divisor G as Vg = G1 3, (R; — R)?. Squaring the
centered expression gives

1 ) G \?

Hence all advantages vanish exactly when the rewards are identical. Nonzero reward variance
supplies advantage support; it does not ensure a nonzero aggregate gradient, a useful direction, or
improved evaluation outcomes. For R; = S; — \C;, write 6S; = S; — S and §C; = C; — C. Directly
expanding the square yields

R, — R=148; — \6C; (126)
_ 1 )2 SO 2 (502

Va=g Z ((38:)2 = 2X88:0C; + N2(3C:)?) (127)

= Vg — 2A Covg(S,C) + AV, (128)

where Covg(S,C) = G713, 85;6C;. In a homogeneous-success group, 4.5; = 0 for every sample, so
Vs = Covg(S,C) = 0 and Vg = A?V. A positive penalty therefore supplies a nonzero advantage
whenever lengths vary, even if all four answers are correct or all are incorrect.

The success-only arm has 30 mixed-success groups, 32 all-correct groups and two all-incorrect
groups. It updates on the 30 mixed groups and skips the other 34. The penalty arm has 26 mixed
groups, 34 all-correct groups and four all-incorrect groups. It updates on 26 mixed groups and
33 all-correct groups with varying lengths. The remaining all-correct group and four all-incorrect
groups have equal costs and skip updates, giving 26433 = 59 updates and five skips (Figure 2). The
59 —30 = 29 net difference is not a count of shared trajectories rescued by the penalty: later policies
generate different samples. Applying S — C'/1024 algebraically to the control’s recorded rows gives
nonzero advantages in 61 groups, but no model was trained on that counterfactual sequence.

An observed identical-trajectory illustration. The first group’s task is v3-t3-train-00367.
Task, seeds, answer choices, scratch token IDs and sampled log likelihoods match exactly across
both arms. All four answers are correct and costs are (1196,1036,2049,2049). Thus C = 1582.5
and, for the penalty,

R =1-1582.5/1024 = —0.54541015625, (129)
4 4/ C;—15825\ 1582.5—C;
gt —R) =3 ( 1024 ) 768 (130)
773 1093 311 311
Ay Ay Ag Ay) = (2 22 22 o2 131
(A, A2, A3, A4) <1536’ 1536’ 512’ 512) (131)
~ (0.503255, 0.711589, —0.607422, —0.607422). (132)

The advantages sum to zero. The loss coefficients —A;/4 favor the likelihood of shorter successful
traces and disfavor longer ones. Success-only gives (0,0,0,0) and skips its update. This is an
observed estimator difference on identical initial samples; subsequent optimization and performance
are not determined by these signs alone.

Raw gradients and clipping. The frozen trainer records the raw norm returned by
clip_grad_norm_, before scaling gradients at threshold M = 1. For raw gradient g and
n = ||gl2, its scaling is

M
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All 30 control updates and all 59 penalty updates exceed this threshold. Control raw norms have
minimum 58.95, median 111.31 and maximum 216.69; penalty norms have minimum 2.49, median
97.00 and maximum 284.80. Median raw multipliers are about 0.00898 and 0.01031, respectively.
These are scaling factors for raw gradients, not the ratio of final Adam parameter steps. Substituting
g into the earlier Adam equations changes both first and second moments. With changing gradients,
prior moments, bias correction and ¢, neither a norm nor an update count establishes the cause of
the endpoint. No unclipped-training ablation was executed.

Ceilings and systematically selected repairs. Training ceiling hits are 95/256 for control and
100/256 for penalty; final evaluation hits are 20/64 and 23/64. These are recorded truncation events,
not evidence that longer allowed traces would solve more tasks. The matched final outcome cells
contain 47 samples correct in both arms, seven correct only under penalty, five correct only under
control and five incorrect in both. To avoid choosing attractive prose or extreme token savings, we
select the lexicographically first (task ID,sample, seed) in each nonempty cell. Table 2 lists those
four illustrations; the local website companion exposes candidate repairs and full recorded traces.
The rule is retrospective and the illustrations are not representative effect estimates.

Outcome cell (control, penalty) Task suffix / sample Control tokens Penalty tokens

Incorrect, incorrect 00010 / 1 2049 2049
Incorrect, correct 00004 / 0 2049 2049
Correct, incorrect 00001 / 0O 1704 2049
Correct, correct 00000 / O 1094 2049

Table 2: Fixed-rule retrospective illustrations from task IDs beginning v3-t3-dev-. Each selected
penalty trace hits the ceiling; that property follows from the stated selection rule and must not
be generalized to all samples. The full outcome-cell counts and ceiling rates describe the entire
matched evaluation.

6 Continuation and prospective confirmation

The continuation protocol reuses the verified initial /control evidence and restarts the missing cost-
penalty arm from its original initialization. Operational checkpoints every eight groups preserve
adapter, optimizer and random state. Actual CUDA resume equivalence must pass before scien-
tific training. The result is labeled a continuation, with one training seed and reused development
data. The first continuation failed exact recovery qualification despite identical saved sample rows,
with tiny differences in updated adapter and optimizer tensors. A second attempt enables strict
deterministic CUDA algorithms before model loading; the exact equality gate remains unchanged.
This operational change differs from the retained historical control’s execution controls and must
be disclosed when interpreting the reused-control comparison. The second attempt passed exact
recovery qualification, completed all 64 scientific groups and 64 final evaluation records, and passed
an independent Python 3.12 audit using its collected frozen source. The collector and a separate
local stream restore verified the entire 1,025,274,422-byte encrypted archive before the final close-
out audit. Exact GPU deletion was confirmed by independent provider inventory. These checks
establish retained evidence integrity and repeatability for the tested restart; they do not establish
a learning benefit.

This contrast did not meet the frozen promising-response rule. A separate prospective mech-
anism proposal tests whether homogeneous-success cost advantages contribute to a reproducible
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Figure 1: Audited October 10 development comparison, one seed and reused control. Points are
final means, not a frontier. Lower panels show penalty-minus-control differences with descriptive
95% paired task intervals, excluding training-seed and design-selection uncertainty. Both intervals

include zero.
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Figure 2: Retrospective reconstruction from all 64 groups per arm. Success-only updates on 30
mixed-success groups and skips 34 ties. The penalty updates on 26 mixed-success groups and 33
homogeneous-success groups with varying lengths, skipping five ties. Both arms receive 256 tra-
jectories. These categories explain update support on recorded samples, not a causal performance

effect.
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Figure 3: Retrospective clipping and ceiling diagnostics from the audited records. Left: all 89 active
updates exceed raw gradient norm 1; the vertical axis is logarithmic and clipping precedes Adam.
Right: final ceiling hits are 21/64 initial, 20/64 control and 23/64 penalty. These observations do
not identify a cause for the final cost response.

token response. It calls for fresh matched controls, identical deterministic runtimes, three new
training seeds and untouched evaluation tasks. One diagnostic arm masks homogeneous-success
groups; this changes the estimator and is explicitly an optimizer intervention, not an unbiased
gradient of the original utility. The proposal is unexecuted and requires its own reviewed budget,
completed runtime gates and protocol freeze. Adaptive-controller comparisons remain a later pos-
sibility. No final-test outcome may select reward scales, prompts, seeds, horizons or checkpoints,
and the completed run is not extended.

7 Limitations

The synthetic candidate-selection task is a limited proxy for coding. The current development split
has been inspected repeatedly during model, prompt and reward design. One seed cannot quantify
optimization variability. Tokens measure generated length, not wall-clock cost or total provider
spending. Reasoning ceilings and constrained readout change the action space. An arbitrary initial
penalty is not a measured Pareto tangent. A future adaptive effect at one effort condition does not
establish an entire Pareto frontier.

Two cloud interruptions required a missing-arm continuation; the fixed-reward comparison is
now complete. An October 9 provider reply attributes both deletions to account API-key requests
through the API/SDK, ruling out provider infrastructure, machine issues, balance exhaustion and
template TTL. The responsible key and calling process remain unidentified. The user authorized
disabling all previously active API keys and resuming through fresh isolated study access. The
continuation run log records its approved $10 cap, credential mitigation and completed continuation.
The support investigation remains open. Recovery and numerical validation support evidence
integrity but do not establish a performance improvement.

8 Reproducibility and release

The public research release, arpjw/reward-function, version research-v1.0.1, contains the pro-
tocols, derivations, frozen implementation, raw scientific records and source/evidence hashes needed
to reconstruct the recorded analysis. The post hoc analysis script checks each used raw input against
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the public evidence manifest and reconstructs rewards, advantages, update categories and evalua-
tion endpoints on CPU without loading a model. A release manifest distinguishes byte-preserved sci-
entific inputs from report copies sanitized for public presentation. The website companion presents
the measured plots, group inspector and four fixed-rule development example pairs. Full recorded
training and evaluation traces are available in the public scientific subset. No checkpoint per-
formance trajectories or training-seed variability plots are available from this one-seed final-only
evaluation. Larger adapter, optimizer and RNG tensors, complete encrypted operational archives,
private account records and original Git history remain private. The public analysis reconstruction
is distinct from the historical full tensor/restart audit; it does not claim that readers can regenerate
that audit from the public subset alone. No prospective sealed final-test data are included.

9 Conclusion

In this completed exploratory setting, adding a token penalty creates advantage variation in other-
wise tied groups and results in more optimizer updates, while failing to demonstrate token savings
at the registered horizon. The penalty scores two more of 64 completions correctly and uses 11.20
more tokens on average; both principal descriptive task intervals include zero. The identical first
group demonstrates an estimator mechanism, and the full records show persistent ceilings and uni-
versal clipping of active updates. These observations motivate a distinct prospective mechanism
study, but they neither identify the cause of the endpoint nor establish adaptive reward superi-
ority. The result is bounded by one seed, a reused inspected development split and a runtime
difference. Mathematical derivations, negative findings, exact recovery qualification and retained
evidence support a reproducible account of what was tested, rather than a guarantee of behavioral
steering.

A Full gradient through computation history

Equation (47) requires every scratch conditional’s parameter gradient. A cached autoregressive
computation can be written as

B-1

ho = Py(z), hi1 = Fi(hg, 0), Lserateh = a Y, (b, ), (134)
k=0

where [, is a block’s log likelihood for fixed recorded tokens, and a = —A;/G is its detached scalar
coefficient. Blocks summarize the computation graph, not independently sampled actions. Here hj
is an internal computational state, distinct from the trajectory score hy in Section 3. Define the
remaining loss as a function of the current state:

(I)B(hB,G) =0, @k(hk,e) :alk(hk,e)+<I>k+1(Fk(hk,9),(9). (135)

At a state boundary, di = Vj,, @ collects the future-loss dependence on that state. The chain
rule applied to the second term multiplies its downstream gradient dy.q by the transpose of the
state-transition Jacobian Oy, Fj,. The direct parameter branch of the same transition contributes
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(0pFy,) "dp41. Adding each local likelihood branch gives

dp =0, (136)

dp = adp Iy + (On, Fr) "dii1, (137)

gk = adply + (g Fy) " dyi1, (138)

VoLl; = ng + (0 Py(2)) Tdo + a Vg logpéT(a?ns | m(x, Zi)). (139)
k

The readout is a separate re-encoded computation graph. Its parameter gradient is added separately;
it does not supply a cotangent to the scratch cache through a discrete decode operation. Setting
intermediate dj to zero would discard history terms and would be truncated backpropagation, a
different estimator. The terminal condition dg = 0 follows because no scratch loss remains after the
last block. Summing g; counts the direct parameter branches at every block, while (9gPy(z)) " dg
accounts for parameter dependence in the initial prompt computation. These are all branches of
the scratch graph; adding the separate answer gradient completes the per-trajectory loss derivative.

The historical MLX implementation explicitly propagated cache-boundary cotangents. The cur-
rent CUDA implementation uses a full teacher-forced scratch graph with activation checkpointing
and a separate readout backward pass. Recomputing activations can reduce memory while retain-
ing the chain rule, provided it reproduces the same computation. Numerical replay tolerances
quantify observed approximation, not an analytic equality certificate for every gradient. Results
from distinct numerical backends are not pooled as if their policies were identical.

B Checkpoint state, exact recovery and durable evidence

A recoverable state contains more than adapter weights. Write
Sk = (gk,mk,vk,tk,k’,nk,’])k,z), (140)

where tj is the optimizer’s update count, k is the completed group position, R contains Python,
NumPy and Torch CPU/CUDA random states, P, authenticates record prefixes and named pa-
rameter ordering, and Z binds source, inputs, task schedule, sampling seeds and runtime. The
optimizer’s per-parameter step state is preserved. A notional update transition is

(Sk+1u Ok+1) = Fw,k(8k>v (141)

where w includes the generating runtime and numerical-kernel controls, and O denotes sampled
records and update metrics. A deterministic transition is an assumption about execution controls,
not a consequence of recording seeds alone.

The mandatory CUDA qualification saves state after the first prescribed group, computes group
two uninterrupted, reloads group-one state into a fresh model and optimizer, then repeats group
two. It requires

O;mnterrupted _ (Qéeloaded7 (142)
egmnterrupted _ eaeloaded7 (143)
(m2’ V9, ta, Rz)uninterrupted — (mQ’ va, ta, Rz)reloaded. (144)

Adapter serialization hashes must match; optimizer/RNG structures and tensors are compared
exactly. Both prescribed updates must be nonzero. The qualification’s repeated trajectories are
not added to scientific training.

24



The first continuation failed this exact test: sample rows matched, but small adapter/optimizer
differences remained. The second uses strict deterministic CUDA controls and passed the un-
changed test. This establishes repeatability for the tested restart on its recorded runtime. It does
not prove bitwise equivalence for every future restart, another architecture or another backend. The
retained success-only control did not use the new bootstrap controls; that operational difference
limits the reused-control contrast.

Scientific checkpoints at k € {0,8,16,...,64} bind the adapter, optimizer, random state and
exact prefix. Every completed group and paired evaluation task is protected by an immutable
recovery manifest before the next unit of work. For each included file f, retain

M(f] = (SHA256(f), bytes(f)). (145)

The encrypted off-Pod object is read back in full and checked against both fields. An acknowl-
edgement must bind the same Pod ID, source freeze, sequence and manifest hash. Missing or
mismatched acknowledgement blocks further sampling. A saved weight file without optimizer state
or a verified record prefix is not a qualified resume point. An archived partial result does not
constitute a completed comparison.

C What is established and what remains empirical

The mathematical statements in this draft have distinct scopes:

1. Equations (5)—(13) give an exact algebraic scalarization for interior weights with positive,
fixed baseline references.

2. Equations (18)—(28) solve a strictly convex one-dimensional dual step while treating gain
estimates as fixed. They do not prove convergence of the coupled learning process.

3. Equation (57) is conditionally unbiased under independent current-policy samples, fixed
penalty and exact scores. Clipping, Adam, finite precision and a changing penalty prevent
interpreting every parameter update as that ideal expectation.

4. Equations (97)—(99) and the exact restart check are implemented numerical gates. Passing
them supports evidence integrity, not a success-cost improvement.

5. Equation (111) describes the frozen one-seed development analysis. It does not quantify
training-seed variation or remove repeated development selection.

6. The fixed-reward development comparison is complete and independently audited. Its cost
and accuracy differences are small or uncertain. A reliable reward response, an adaptive-rule
advantage and a Pareto-frontier claim require increasingly broader empirical evidence; none
of those stronger claims is established here.

The full derivation and experiment-specific qualifications are also preserved in MATH.md, the
historical RL method, the fixed-contrast protocol and the current run log. Preparation status in a
historical protocol is not a current execution receipt.
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